XT Tuning Top Ten




XT5 — Where to start o

- For most users and applications, using default settings work
very well

For users who want to experiment to get the best
performance they can, the following presentation gives you

some information on compllers and settings to try

2 KAES Al R2SayQi O20SNJ) Foaz2fd
tries to address some of the tunable parameters which we have
found to provide increased performance in the situations

discussed

. This talk is a starting point, try these things first
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10. Load the proper xtpe-<arch>

Local machines loaatpe-istanbul automatically.
2 KAt S @& 2 dzQeN&yakailable dompilarNE
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What is xtpe-arch

C=RA0Y

THE SUPERCOMPUTER COMPANY

:) module show Xtpe - istanbul

/opt/ cray / xt - asyncpe /3.

conflict
conflict
conflict
conflict Xtpe
conflict Xtpe

prepend - path PE_PRODUCT LIST XTPE_ISTANB

setenv
setenv

setenv
march= barcelona

setenv

LOQR LINRPOIF o6f &
Idea to load two architecture
at once.

Xtpe - barce
xtpe - quadcore
Xtpe - shanghai
- mc8
- mcl2

| should build for the right
compute-node architecture.

XTPE_ISTANBUL_ENABLED ON
INTEL_PRE_COMPILE_OPTS - msse3
PATHSCALE_PRE_COMPILE_OPTS-

GNU_PRE_COMPILE_OPTS- march=amdfam10

hK &8SFHKZ tS8GQ8 tAYy] Ay G(GKS ﬁmyé% Yl
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Compiler Choices — Relative Strengths e

efrom Crayobs Perspe

PGlc Very goodFortran and C, pretty good+
- Goodvectorization
Good functional correctness with optimization enabled
Good manual and automatprefetchcapabilities
Very interested in the Linux HPC market, although that is not their only focus
Excellent working relationship with Cray, good bug responsiveness

Pathscaleg Good Fortran, Qpossiblygood C++
Outstanding scalar optimization for loops that do mettorize
Fortran front end uses an older version of the CCE Fortran front end
OpenMPuses a nofpthreadsapproach
Scalar benefits will not get as much mileage with longer vectors

Intel ¢ Good Fortran, excellent C and C++ (if you igneeetorization)
AutomatlcvectorlzatloncapablIltles are modest, compared to PGl and CCE
Use of inline assembly is encouraged
Focus is more on best speed for scalar,-soaling apps
Tuned for Intel architectures, but actually works well for some applications on
AMD
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Compiler Choices — Relative Strengths e

efrom Crayobds Perspei

GNU seso Fortran, outstanding C and C++ (if you igneegtorization)
Obviously, the best fogcccompatability
Scalar optimizer was recently rewritten and is very good
Vectorizationcapabilities focus mostly on inline assembly
Note the last three releases have been incompatible with each other (4.3, 4.4,
and 4.5) and required recompilation of Fortran modules

CCE; Outstanding Fortran, very good C, and okay C++
Very goodvectorization
Very good Fortran language support; only real choic&fmairrays
C support is quite good, with UPC support
Very good scalar optimization and automatic parallelization
Clean implementation cdbpenMP3.0, with tasks
Sole delivery focus is on Linba&sed Cray hardware systems
. Sa0 06dAaA Gdz2NYI NRPdzyR UAYS O6AF Al Aay
Cleanest integration with other Cray tools (performance tools, debuggers,
upcoming productivity tools)
No inline assembly support
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Recommended CCE Compilation Options T

Use default optimization levels, ——_ )
LiGQa GKS Sljdza gl £ Sycd3 @&dastY2aid 20KSNJ O

UsecO3,fp3 (orcO3¢hfp3, or some variation)
- -O3 only gives you slightly more thg®2
-hfp3 gives you a lot more floating point optimization, esp-b#2

If an application is intolerant of floating pointeassociation try a lowerc
hfp numberc try ¢hfpl first, onlychfpO if absolutely necessary
Might be needed for tests that require strict IEEE conformance
hNJ I LILJX AOFOA2ya O0KFO KFE@S W@t ARFGS

Do not suggest usingOipab,-Oaggressand so org higher numbers are
not always correlated with better performance

Compiler feedback:rm (Fortran)-hlist=m (C)
LT é2dz 1yY26¢ Qpeniith-RongdR-Dthréado/ (i
man crayftn; mancraycc, mancrayCcC
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Starting Points for Each Compiler e

PGI
- fast 1 Mipa =fast(,safe)
If you can be flexible with precision, also iiylfprelaxed

Compiler feedback: Minfo =all - Mneginfo
man pgf90; man pgcc ; man pgCC, orpgf90 - help
Cray

<none, turned on by default>

Compller feedback:rm (Fortran)- hlist =m (C)

L¥ e2dz 1y29 O@@MP Koy aR-0thead§ (i
man crayftn ; man craycc ;man crayCC

Pathscale
- Ofast Note: this is a little looser with precision than other compilers
Compiler feedback: LNO:simd_verbose =ON

- maneko 0 A9 DBSNE Yy26y hLIWAYATFOGA2YED

GNU

- -02/-03

Compiler feedback:good luck

man gfortran ; man gcc; man g++

Intel
- fast
Compiler feedback:
man ifort :man icc ;man ICC
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O. Try MPICH PTL MATCH OFF
For Latency-Sensitive Codes.
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What is MPICH_PTL_MATCH_OFF? i

 If set => Disables Portals matching
. Matching happens on the Opteron
- Requires extra copy for EAGER protocol

ReducesvPl Recwverhead
- Helpful for latencysensitive application
. Large # of small messages
. Small message collectives (<1024 bytes)
~ When can this be slower?
- When extra copy time longer than pest-Portals time

. Lots of preposted Receives can slow it down
- For medium to larger messages (1B&k3k range)

- Hasno effecton Gemini
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8. Set MPICH FAST MEMCPY

/| 2YS 2y A0 KlI&a aFladéeé Ay
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What is MPICH_FAST_MEMCPY? T e

If set, enables an optimizethemcpyroutine in MPI. The

optimized routine is used for local memory copies in the

point-to-point and collective MPI operations.

- This can help performance of some collectives that send
large (256K and greater) messages.

. Collectives are almost always faster
. Speedup varies by message size

- Example: If message sizes are known to be greater than
1 megabyte, then an optimizedemcpycan be used
that works well for larges sizes, but may not work well
for smaller sizes.
. Default is not enabled (because there are a few cases that
experience performance degradation)

. Ex: PHASTA at 2048 processes: reduction from 262s to 195s
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7. Tune malloc.




GNU Malloc

GNUmalloclibrary
.- mallog callog realloc free calls

. Fortran dynamic variables

Malloc library system calls |
. Mmap, munmap=>for larger allocations
. Brk sbrk=> increase/decrease heap

Malloc library optimized for low system memory use
. Can result in system calls/minor page faults
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Improving GNU Malloc

tNRBFAES RIFIGI TH GSEOSaanrgs
[ 2 NNI O U ingllldcbehaviorr €

. Eliminatemmapuse bymalloc
. Increase threshold to release heap memory

Use environment variables to altamalloc
. MALLOC _MMAP_MAX_ =0
. MALLOC TRIM_THRESHOLD_ =536870912

Possible downsides

. Heap fragmentation

. User process may catimapdirectly

. User process may launch other processes

. t D IcMsanartallocdoes something similar for you at compile
time
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6. Try Huge Pages

May help today, will likely help more will likely help even more
with Gemini.
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Why use Huge Pages T R

. Opteronssupport 4K, 2M, and 1G pages A
2SS R2VY QI adzLJLJZ NI wmD LJ 3ISa

- 4K pages are used by default 1
" Ha LI 3Sa N5 Y2NB RATTAOMZA @

. Your code may run with fewer TLB misses (hence faster).
- The TLB can address more physical memory with 2M pages thar
with 4K pages
. The Gemini perform better with 2M pages than with 4K
pages.
. 2M pages use less GEMINI resources than 4k pages (fewer byte

NCCS/NICS Spring Training 2011 18



C=RANY
Huge Pages - How to use THE SUPERCOMPUTER COMPANY

~ Link in thehugetlbfst A 6 NI} NB A ViauBetlds® dzNJ O

. Set the HUGETLB_MOREC®@RHN your run script.
. Example : export HUGETLB_ MORECORE=yes

- Use theaprunoption ¢cm###h to ask for ### Meg of HUGE
pages.
- Example aprun¢m500h (Request 500 Megs of HUGE pages a:
avallable, use 4K pages thereafter)
. Example aprun¢m500hs (Request 500 Megs of HUGE pages, if
not available terminate launch)

. Note: If not enough HUGE pages are available, the cost of
filling the remaining with 4K pages may degrade
performance.
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5. Try different MPI Rank Orders
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C=RANY
Ra n k P I a ce m e nt THE SUPERCOMPUTER COMPANY

. The default ordering can be changed using the following environment
variable:

MPICH_RANK_REORDER_METHOD

. These are the different values that you can set it to:

0: Roundrobin placement; Sequential ranks are placed on the nex
node In the list. Placement starts over with the first node upon
reaching the end of the list.

1: SMPstyle placement, Sequential ranks fill up each node before
moving to the next.

2. Folded rank placemeiqtSimilar to rounerobin placement except
that each pass over the node list is in the opposite direction of tl
previous pass.

3. Custom ordering. The ordering is specified in a file named
MPICH_RANK ORDER.

~ When is this useful?
Pointto-point communication consumes a significant fraction of
program time and a load imbalance detected
- Also shown to help for collectiveslifoall) onsubcommunicators
(GYRO)
- Spread out IO across nodes (POP)
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Reordering example
GYRO

- GYRO 8.0
- B3GTC problem with 1024 processes W

~ Run with alternate MPI orderings

Default 11.26s
O ¢ round-robin 6.94s
2 ¢ folded-rank 6.68s

NCCS/NICS Spring Training 2011

EEEEEEEEEEEEEEEEEEEEEEE

22



Reordering example /RSy
TGYRO

BEERRE"1.0
Steady state turbulent transport code using GYRO, NEO, TG|
components

. ASTRA test case
Tested MPI orderings at large scale
Originally testing weakcaling, but found reordering very

useful
Reorder TGYROvall time (min)
method 20480 40960 81920 i if
uge win!
Default O9m 104m 105m J
(=

Roundrobin 6o6m 63m 72m
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Rank Reordering
Case Study

Application data is in
a 3D space, XY x Z.

Communication is
nearestneighbor.

Default ordering
results in 12x1x1
block on each node.

A custom reordering
IS now generated:
3x2x2 blocks per
node, resulting in
more on-node
communication
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THE SUPERCOMPUTER COMPANY

Rank order choices

~ Processes marked X heavily use a
X X 0 o0 shared resource
X X o o . If memory bandwidth, scatter the X's
O 0 0 O . If network bandwidth to others, again
o o o0 o p scatter

. If network bandwidth among
themselves, concentrate

. Check oufpat_reportandgrid_orderfor generating custom

rank orders based on:

. Measured data

. Communication patterns
. Data decomposition
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4. PRE-POST YOUR RECEIVES!!!

Yes, this deserves ALL CAPS.
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Cray MPI XT Portals Communications

Short Message Eager Protocol

¢KS aSyRAY3I NI aLJdza KS a ¢

Used for messagddPICH_ MAX S ORT MSG_BWiEsS or Iess

Sender assumes that receiver ¢an handle the message
Matching receive is posteeor -

Has available event queue entriddl PICH PTL UNEX EVENwkh&buffer space
(MPICH_UNEX_ BUFFER Sb&dore the message

GKS YSaal 3

Long Message Rendezvous Protocol

aSaal3aSa NB dalLJzZ f SRE 0608 (UKS NBOSAODA
Used for messages greater thefPICH. MAX_SHORT MSG Syte

getnder sends small header packet with infarmation for the recglver to pull over th
ata

Data is sent only after matching receive is posted by receiving rank
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MPT Eager Protocol

Data “pushed” to the receiver
(MPICH_MAX_SHORT_MSG_SIZE bytes or less)

STEP 2
MPI_SEND call

ﬁ

STEP 3
Portals DMA PUT

Incoming Msg

STEP 1

MPI_RECYV call
Post ME to Portals

C=RA0Y

THE SUPERCOMPUTER COMPANY

Match Entries Posted by MPI
to handle Unexpected Msgs

“ MPI_RECYV is posted prior to MPI_SEND call

MPI
Unexpected
Buffers

Unexpected
Msg Queue

Other Event Queue

(MPICH_PTL_OTHER_EVENTS)

NCCS/NICS Spring Training 2011

(MPICH_UNEX_BUFFER_SIZE)

Unexpected
Event Queue
(MPICH_PTL_UNEX_EVENTS)
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THE SUPERCOMPUTER COMPANY

Match Entries Posted by MPI

l to handle Unexpected Msgs

MPT Eager Protocol ncmigus

Data Apushedo to th
(MPICH_MAX_SHORT_MSG_SIZE bytes or less)

STEP 3 \
STEP 1 MPI_RECYV call
MPI_SEND call No Portals ME
' ' MPI
Unexpected
Buffers
STEP 2
Portals DMA PUT STEP 4 l (MPICH_UNEX_BUFFER_SIZE)
Memcpy of data
A 4
Unexpected
Msg Queue
Unexpected
Event Queue
“ MPI_RECV is not posted prior to MPI_SEND call (MPICH_PTL_UNEX_EVENTS)
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C=RA0Y

THE SUPERCOMPUTER COMPANY

MPT Rendezvous Protocol Match Entries Posted by MPI
Data “pulled” by the receiver Incoming Msg el CERRER e i Sas

(> MPICH_MAX_SHORT_MSG_SIZE bytes )
STEP 1 STEP 3

MPI_SEND call MPI_RECYV call
Portals ME created Triggers GET request

MPI
Unexpected
Buffers

STEP 2
Portals DMA PUT
of Header

STEP 4
Receiver issues
GET request to

match Sender ME

—

STEP 5
Portals DMA of Data

Unexpected
Msg Queue

Unexpected
™ Data is not sent until MPI_RECYV is issued Event Queue
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3. Tweak
MPICH MAX SHORT MSG SIZE

. 2 dzQ NJPostiniNgdur receives, right??
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Adjusting MPICH_MAX_SHORT_MSG_SIZE T

. Controls message sending protocol
. Message sizes <= MSG_SIZE: Use EAGER
. Message sizes > MSG_SIZE: Use RENDEZVOUS
. Increasing this variable may require that
MPICH UNEX BUFFER_SIZE be increased

. Increase MPICH_MAX_ _SHORT_MSG_SIZE if App sends larg
messages and receives are gpested
- Can reduce messaging overhead via EAGER protocol
. Can reduce network contention
. Can speed up the application

. Decrease MPICH_MAX_ SHORT_MSG_SIZE If:
App sends lots of smaller messages and receives net pre
posted, exhausting unexpected buffer space
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2. Stripe your lustre directories.
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Single writer performance and Lustre

Write (MB/s)

C=RA0Y

THE SUPERCOMPUTER COMPANY

32 MB per OST (32 MB5 GB) and 32 MB Transfer Size

Unable to take advantage of file system parallelism
Access to multiple disks adds overhead which hurts performance

Single Writer
Write Performance
120

100

m 1 MB Stripe
m 32 MB Stripe -
: W
0 . T T T T T T T
1 2 4 16 32 64 128 160

Stripe Count

@
o

D
o
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Using Parallel 1/0 T R

THE SUPERCOMPUTER COMPANY

[{SNAFtfATAY3 Lkh YSIya e&2dxQft yS@S
receive and write the data to disk

Parallelizing I/O spreads the burden and increases aggregate network and
disk bandwidth

How To Stripe

Sharedfile I/O
Big File, many writers/readers

- Stripe the file to as many OSTs as you can to take advantage of each OSTs bandwidth
Small File, many writers/readers

. Stripe the file minimally, serialize through 1 process to avoid flooding the OSTs
File-per-process I/O

fONRLIS GKS FAESa YAYyAYlLtfte a2 GKI
Avoid metadataheavy operations and too many files in 1 directory

{dz0aSuU €e2dzNJ LkhY af{Ll2]1SalLISNARZ2Y asS
- Break your processes into groups, each serializing 1/0 through a spokesperson
{fONRLIS SIFOK 3INRdAzZLIQA FAEtS YAYAYI e

MPHO and ADIOS provide ways to subset automatically

l.".I
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File Striping: Physical and Logical Views
PO P1 P2 P3
e

PO P1 P2

I | [

Offset OMIB 1MB 2MB 3MB 4MB 5MB I

OSTO OST1 OST2 OST3
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Lu St re : I m po rta nt I nfo rm at I o n THE SUPERCOMPUTER COMPANY

Stripe-align your data, padding if necessary, to avoid the deadlocks
shown on previous slide.

Use thelfs command,libLUT or MPIIO hints to adjust your stripe count
and possibly size

Ifs setstripe-c -1 -s 4M <file or directory> (160 OSTs, 4MB stripe)

Ifs setstripe-c 1-s 16M <file or directory> (1 OST, 16M strlpe)

SELR NI at L/ | yastiging fadtof i tn{Qr' W Y

Files inherit striping information from the parent directory, thisannotbe
changed once the file is written
Set the striping before copying in files
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Bonus Lustre Tip: Reduce Metadata Operations e

Everylustre filesystemhas 1 server for handling all metadata operations

File opens and closes
File stats (including callilg -1 orls -- color )

Performinglots of metadata operations simultaneously will slow down

your code and can affect other users.
If you must do a lot of file opens, stats, or closes, do them in small groups to

ease the strain on the metadata server ) s
52y Qu aulid UKS BRBdsYS FALS FTNRBRY aSOJSN

Reduce the number of files in a directory
If you need lots of files, consider breaking them iatpt(N) directories

Open files Read Only and NO_ATIME whenever possible
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Bonus I/0 Tip: Standard Output and Error

~ StandardOuputand Error streams
are effectively serial I/O.

. All STDIN, STDOUT, and STDERR I/O
serialize throughaprun

. Disable debugging messages when
running In production mode.
ol Stft2x LQY Gt
-ac¢lal cnnnn YI
f 22 LJPeE
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1. Touch your memory, or
someone else will.

AKA,NUMA Effects

NCCS/NICS Spring Training 2011
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: : =AY
Memory Allocation: Make it local

[ Ay dzE K| I aFANBO 2 dzENSENIEIR |
-*aIIochzyOu)\EYé R2Yy QI b Qudz £t e
-aSY2NE 3IS0a Ftt20F0SR 6KSYyY

. Problem: A code can allocate more memory than available
[ AYdzE FdadzYSR adagl L) aLll OSx:
T LILX A Ol GA 2y a gaflofa@an unfillthd £ F NJ

memory Is finally touched

CtNRPOfSYY aSY2NE gAff 0SS Lz
thread
- Only a problem if thread O allocates all memory for a node

_ Solution: Always Initialize your memory immediately after
allocating it
- If you overallocate, it will fail immediately, rather than a
strange place in your code
- If every thread touches its own memory, it will be allocated
on the proper socket
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Bonus: Learn the ins and outs of
aprun

re you launching thgob that you think you are?



CRANY

Running jObs: BaSic aprun options THE SUPERCOMPUTER COMPANY
Option  Description
-n Numberof MPI tasks

Note: If you do not specify the number of tasks &prun, the system will default
to 1.

Number of tasks per Node
Memory required per Task

Number of threads per MPI Task.

Note: If you specify OMP_NUM_THREADS but do not gige aption, aprun will
allocate your threads to a single core. You must use OMP_NUM_THREADS to
specify the number of threads per MPI task, and you must gseto tell aprun
how to place those threads

Number ofPesto allocate per NUMA Node
Strict memory containment per NUMAlode

Controls process/thread affinity
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